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encoding  in classification.𝒴 = {0,1}k



Supervised Learning
Let  denote the training data.𝒟 = {(xi, yi) ∈ 𝒳 × 𝒴 : i = 1,…, n}

• Grumpy vs. Non-grumpy cats 
, 𝒳 = {photos of cats} 𝒴 = {grumpy, not grumpy}

Examples of classification:

• E-mail spam detection 
, 𝒳 = {your inbox} 𝒴 = {spam, not spam}

• Medical diagnosis 
, 𝒳 = {medical data} 𝒴 = {diseases}

• Sentiment analysis 
, 𝒳 = {text} 𝒴 = {positive, negative, neutral}



Supervised Learning
Let  denote the training data.𝒟 = {(xi, yi) ∈ 𝒳 × 𝒴 : i = 1,…, n}

• Temperature prediction 
, 𝒳 = ℝ3 𝒴 = ℝ

Examples of regression:

• Stock price prediction 
, 𝒳 = {list of stocks} 𝒴 = ℝ+

• Life expectancy 
, 𝒳 = {medical data} 𝒴 = ℝ+

• Any price, cost, income, etc. prediction.
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For classification, it is common to define instead: 

f : 𝒳 → [0,1]|𝒴|

Where  is a vector of class probabilities. In this case, 
final prediction is given by:

f(x)

̂y = argmax
k∈|𝒴|

f(x)
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In supervised learning, our goal is to use the data to learn a 
function that correctly assigns the labels to the responses.

f : 𝒳 → 𝒴

Two key words: correctly and learn. To quantify the first, it is 
common to introduce a loss function:

ℓ : 𝒴 × 𝒴 → ℝ+

For classification this will also depend on the 
encoding.
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Regression losses
Examples in regression:

• Huber loss: ℓδ(y, z) =
1
2 (y − z)2 if | |y − z | ≤ δ

δ( |y − z | − 1
2 δ) if |y − z | > δ



Classification losses
Examples in binary classification :𝒴 = {−1, + 1}

• 0/1 loss: ℓ(y, z) = δyz

• Logistic loss: ℓ(y, z) = log(1 + e−yz)

• Hinge loss: ℓ(y, z) = max(0,1 − yz)

(or )ℓ(y, z) = θ(y − z) = {1 if y − z ≤ 0
0 otherwise
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Let  denote the training data.𝒟 = {(xi, yi) ∈ 𝒳 × 𝒴 : i = 1,…, n}

Given a loss function , and a predictor 
define the empirical risk:

ℓ : 𝒴 × 𝒴 → ℝ+ f : 𝒳 → 𝒴

ℛ̂n( f ) =
1
n

n

∑
i=1

ℓ(yi, f(xi))

Also known as the training loss. This quantifies how well we fit 
the data. But is this a good notion of learning?

f(x) = {yi if x ∈ 𝒟
0 otherwise

⇒ ℛ̂n = 0


